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ABSTRACT: Modern network defence is increasingly moving from passive detection toward proactive cyber deception, 
where defenders intentionally construct believable decoy environments to observe, delay and redirect adversaries. 
Honeypots are central to this approach because they provide a controlled environment in which malicious behaviour can 
be recorded without exposing production assets. Recent research, however, shows that static honeypots can be 
fingerprinted, machine-learning-based intrusion detection can suffer from false alarms and domain dependence, and 
digital twins introduce both new security opportunities and new attack surfaces. This review examines recent work 
published from 2022 to 2026 on Suricata-assisted intrusion detection, machine-learning-enhanced detection, adaptive 
and dynamic honeypots, digital-twin security, digital-twin-assisted honeypots, distributed deception, behavioural analysis 
and emerging AI-driven deception. The review focuses on the methodological contribution, findings, limitations and 
research gap of each study rather than simply listing technologies. The literature indicates a clear progression from static 
honeypots toward adaptive, high-fidelity and context-aware deception, while digital twins increasingly provide a 
mechanism for maintaining realistic virtual replicas and continuous security analysis. Nevertheless, most existing systems 
remain domain-specific, concentrate on one layer of the defence chain, or require substantial machine-learning training 
and infrastructure. A particularly important gap is the lack of a lightweight, end-to-end architecture that connects 
network-level detection, explicit policy-based threat scoring, automatic redirection to an isolated honeypot, behavioural 
monitoring and a second deception layer that can take over after honeypot compromise. Based on this synthesis, the 
review identifies policy-driven orchestration, deception continuity, cross-layer event correlation, realistic digital-twin 
generation and rigorous real-world evaluation as priority research directions. 
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I. INTRODUCTION 

 
Cybersecurity systems traditionally emphasize prevention and detection. Firewalls enforce network boundaries, intrusion 
detection systems (IDS) identify suspicious traffic, and intrusion prevention systems (IPS) can block or drop selected 
packets. These mechanisms are essential, but detection alone does not necessarily provide the defender with a controlled 
opportunity to observe what an attacker does after the initial alert. In many environments, a defender may know that a 
suspicious connection occurred without obtaining a detailed view of the adversary's commands, objectives, persistence 
attempts or post-exploitation behaviour. This limitation has increased interest in cyber deception, in which the defender 
deliberately introduces believable false resources to influence attacker decisions and collect intelligence. 
 
Honeypots are one of the most established forms of cyber deception. A honeypot is a system, service or environment 
designed to appear useful to an attacker while remaining isolated from legitimate production assets. Recent work 
continues to demonstrate their value for collecting attacker activity, but it also highlights an important weakness: a decoy 
that remains unchanged can become predictable. Attackers can use service banners, network characteristics, response 
timing, filesystem structure, protocol behaviour and other fingerprints to determine that a target is a trap. The 2024 survey 
by Javadpour et al. specifically examines deception techniques intended to improve honeypot performance and resistance 
to discovery, demonstrating that deception quality is becoming as important as the existence of the honeypot itself. 
 
At the detection layer, modern IDS research increasingly combines signature-based inspection with anomaly detection 
or machine learning. Suricata is particularly relevant because it is an open-source network threat detection, IDS, IPS and 
network security monitoring engine. Research such as SUKRY and the hybrid Suricata-machine-learning IDS 
demonstrates that Suricata can be extended with classification methods to improve the analysis of specific attack classes. 
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However, these approaches are often optimized for detection accuracy rather than for the complete response chain from 
detection to deception. 
 
Digital twins introduce another dimension to the problem. A digital twin is more than a static copy: it can maintain a 
representation of a system and support monitoring, simulation, analysis and decision-making. Recent reviews show that 
digital twins can strengthen cybersecurity assessment, but they also become an additional attack surface because 
compromise of the twin can expose information about the underlying system. Research such as TwinPot and TwinFedPot 
demonstrates the potential of combining digital twins with honeypots so that deception can become more realistic, 
adaptive and intelligence-driven. 
 
The purpose of this review is therefore to examine the recent literature as a connected research area rather than as isolated 
technologies. The review asks four central questions: (1) how are modern IDS and machine-learning techniques 
improving attack detection; (2) how are honeypots being made dynamic, adaptive and harder to fingerprint; (3) how are 
digital twins being used for cybersecurity and deception; and (4) what is still missing from an integrated architecture that 
can detect, decide, redirect, observe and continue deception after a decoy is compromised? 
 

II. REVIEW METHODOLOGY AND SCOPE 

 
The review was designed around the architecture and research problem addressed by the project titled "An Adaptive 
Threat Deception with Honeypot and Digital-Twin." The supplied project material defines a defence chain in which 
external traffic is inspected by Suricata, suspicious traffic is evaluated by an OPA policy layer, confirmed attacks are 
redirected to an isolated Guardian Honeypot, attacker behaviour is logged, and a Digital Twin is activated when the 
honeypot is compromised. The supplied review-paper format emphasizes an abstract, introduction, paper-by-paper 
literature discussion, research gaps, conclusion and references. Accordingly, this review follows the same overall style 
while strengthening the literature synthesis. 
 
The literature search emphasized publications from 2022 through 2026, deliberately avoiding pre-2022 research except 
where a recent paper itself described earlier foundational work. Priority was given to peer-reviewed journal articles, 
IEEE/ACM conference papers and reputable scholarly repositories. The main search themes were: cyber deception and 
honeypot performance; adaptive or dynamic honeypots; digital-twin cybersecurity; digital-twin-assisted honeypots; 
intrusion detection with Suricata; machine-learning-enhanced intrusion detection; distributed honeypot architectures; and 
behaviour-aware cyber defence. Official OISF and OPA documentation was considered only for technical 
characterization of Suricata and policy-as-code, not as a substitute for peer-reviewed literature. 
 
The inclusion principle was relevance to at least one major layer of the proposed defence architecture: detection, 
decision/policy, deception, digital-twin escalation, or behavioural intelligence. For each selected work, the review records 
the problem addressed, methodology, main contribution, limitations and the remaining research gap. This approach 
makes it possible to distinguish what has already been demonstrated from what remains a design opportunity. 
 

III. LITERATURE SURVEY 

 

1. Syamsuddin and Barukab (2022): SUKRY – Suricata with Enhanced kNN 

Syamsuddin and Barukab developed SUKRY, a Suricata-based IDS enhanced with an improved k-Nearest Neighbour 
classifier for IoT botnet attacks. The study first evaluated feature-selection techniques including Information Gain, 
Forward Selection and Backward Elimination and compared accuracy, precision, recall, F1-score and processing time. 
The selected kNN-FS configuration was then incorporated into a Suricata IDS deployed on Raspberry Pi hardware. The 
work is important because it shows that a conventional network IDS can be extended with a machine-learning layer 
without requiring a heavyweight enterprise platform. It also demonstrates the relevance of lightweight processing for 
resource-constrained IoT environments. 
 
The major contribution is therefore at the detection layer: Suricata supplies packet-level security monitoring while feature 
selection and kNN provide a classification mechanism for botnet traffic. However, the experimental focus is narrow. The 
system is evaluated for IoT botnet classification on low-cost hardware, rather than for a general-purpose enterprise attack 
pipeline. More importantly for deception research, the detection result does not automatically become a deception 
decision. There is no integrated policy layer that converts a threat score into a controlled redirection decision, and there 
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is no honeypot-to-digital-twin escalation mechanism. The study therefore supports the feasibility of a lightweight 
detection layer but leaves the downstream response architecture open. 
 
Research gap: machine-learning-enhanced Suricata can improve classification, but detection remains separated from 
adaptive deception and continuous attacker engagement. A broader architecture needs to connect detection outputs to a 
policy decision and a safe response environment. 
 
2. Nintsiou et al. (2023): Threat Intelligence Using Digital-Twin Honeypots 

Nintsiou et al. investigated the combination of digital twins and honeypots for threat intelligence. Their work builds on 
the observation that digital twins can represent devices or systems in a flexible virtual form, while honeypots provide a 
controlled place for observing malicious activity. The combination allows a defender to collect attacker behaviour and 
use the virtual representation to support adaptive security analysis. The work is particularly important because it moves 
the discussion beyond the traditional idea of a honeypot as a single static decoy and toward a more adaptable virtual 
representation. 
 
The main limitation is that digital-twin honeypots still require mechanisms for deciding how and when the virtual 
environment should change. The twin can improve adaptability, but the literature does not automatically provide a 
universal orchestration mechanism connecting network-level alerts, explicit policy decisions, attacker behaviour and twin 
activation. The study also leaves open the question of how such a mechanism should operate in a general enterprise 
environment rather than a particular cyber-physical or device-oriented scenario. 
 
Research gap: digital-twin honeypots provide adaptive deception potential, but a generalized real-time trigger and 
orchestration layer is still needed to decide when to redirect, continue observing or escalate deception. 
 
3. Priya and Chakkaravarthy (2023): Containerized Cloud-Based Honeypot Deception 

Priya and Chakkaravarthy presented a containerized cloud-based honeypot deployment for tracking attackers. Their 
architecture uses multiple honeypot types and an ELK-style logging and analysis pipeline. The study emphasizes 
portability, repeatability and ease of deployment through containerization. The deployed environment collected 
substantial attacker telemetry, including authentication attempts, commands, network metadata and protocol interactions. 
The paper also discusses the integration of tools such as Suricata, fingerprinting utilities and multiple honeypot 
implementations. 
 
This work provides a strong practical argument for containerized deception. It shows how several honeypots can be 
operated together and how centralized logging can turn individual interactions into useful security intelligence. However, 
the study also demonstrates an important limitation of exposed cloud honeypots: automated scanners can quickly identify 
or repeatedly probe obvious decoys. The work therefore reinforces the need for realistic and adaptive deception. It also 
does not provide an end-to-end decision chain in which a network detector produces a threat score, a policy engine decides 
whether to redirect, and a second virtual replica takes over after compromise. 
 
Research gap: containerization improves deployment and observability, but realism, adaptive routing and deception 
continuity remain open problems. 
 
4. Suhail et al. (2023): ENIGMA – Explainable Digital-Twin Security 

Suhail et al. introduced ENIGMA, an explainable digital-twin security solution for cyber-physical systems. The work 
uses a gamified environment where human attacker teams and AI defender agents interact with a digital-twin ecosystem. 
Explainable AI is incorporated so that security decisions can be interpreted through feature contributions such as SHAP 
values. Experimental validation demonstrates the viability of using digital twins as controlled environments for security 
assessment and analyst training. 
 
ENIGMA contributes an important idea that is often missing from automated cyber defence: decision transparency. A 
security system should not only react; analysts should be able to understand why an action was selected. At the same 
time, ENIGMA focuses on security assessment and training of digital-twin environments rather than on the specific 
production-network flow of Suricata alert, policy decision, honeypot redirection and post-compromise twin activation. It 
therefore provides a valuable analytical layer but does not solve the complete orchestration problem. 
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Research gap: explainability can improve trust in automated defence, but the connection between explainable decision-
making and live deception routing is still insufficiently integrated. 
 
5. Wang et al. (2024): Evolutionary Dynamic Honeypot Decision-Making 

Wang et al. proposed an evolutionary dynamic honeypot system in which the switching strategy between real and false 
service attributes is optimized using an evolutionary game model. The study combines Q-learning, replicator dynamics 
and Boltzmann exploration to model attack-defense interaction and derive a strategy that improves the selection of 
deception states. Simulation using MATLAB and NS2, together with attack-defense experiments in a real environment, 
was used to validate the approach. 
 
The work is important because it treats deception as a decision problem rather than a fixed configuration. The defender 
can adapt the exposed service state based on the interaction between attacker and defender strategies. This is conceptually 
close to an adaptive policy engine. However, the method focuses on optimizing service switching rather than integrating 
a complete network IDS and explicit policy-as-code interface. It also does not address a digital-twin takeover as a separate 
safety layer after a honeypot is compromised. 
 
Research gap: adaptive decision-making is increasingly mature, but a practical architecture still needs a simple and 
auditable policy interface that can combine detection evidence, threat score, attack context and deception state. 
 
6. Ghazi et al. (2025): Ontology-Driven Semantic Honeypot with Digital-Twin Integration 

Ghazi, Tabaa, Zaz and Ennaji proposed an ontology-driven semantic honeypot integrated with a digital twin for industrial 
operational-technology systems. The approach models equipment, interactions and operational rules using ontology 
technologies such as OWL and SHACL. An inference engine is used to reason about attacker intentions and produce 
responses consistent with the operational context, while the digital twin maintains temporal and dynamic consistency. 
Experimental validation in an OPC UA environment reports improved honeypot credibility, semantic anomaly detection 
and resistance to fingerprinting. 
 
This work advances deception from simple service emulation toward semantic realism. Instead of only pretending that a 
port or application exists, the honeypot attempts to behave consistently with the logic of the environment it represents. 
The limitation is again domain specificity and implementation complexity. Ontology-driven deception is particularly 
suitable for OT, but may be excessive for a general enterprise server. The study also does not focus on Suricata-to-policy-
to-honeypot routing as a complete network response chain. 
 
Research gap: high-fidelity semantic deception is promising, but there is room for simpler architectures that combine 
network-level detection with policy-based routing and progressively richer deception only when required. 
 
7. Alshehri (2026): AI-Driven Adaptive Honeypot Networks and Behavioural Analysis 

Alshehri's 2026 work proposes an adaptive cyber-deception framework that combines dynamic honeypots, real-time 
behavioural analysis, swarm intelligence, reinforcement learning, differential evolution, transformers, graph neural 
networks and explainable AI. The framework is explicitly designed as a feedback loop in which observed attacker 
behaviour influences future deception decisions. The study reports high detection accuracy, low false-positive and false-
negative rates, and reduced threat-neutralization time in its evaluation setting. 
 
This is one of the clearest recent examples of the field moving toward closed-loop, AI-driven deception. It demonstrates 
the direction in which future systems are heading: continuous sensing, prediction, adaptation and explainability rather 
than static response. At the same time, the architecture is complex and computationally intensive. The reported 
performance is tied to its evaluation setup, and the study does not remove the practical need for simple, auditable policy 
controls in real deployments. For many enterprise or academic testbed environments, a layered architecture may therefore 
be preferable: deterministic detection and policy decisions first, with advanced AI adaptation added where necessary. 
 
Research gap: the latest work is highly adaptive but increasingly complex. A practical middle ground is needed between 
static honeypots and fully autonomous AI systems, combining deterministic policy enforcement with controlled adaptive 
deception. 
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Comparative Synthesis of the Literature 

The reviewed literature shows a clear progression in five stages. First, intrusion detection research has moved from 
signatures toward hybrid signature-and-anomaly approaches and machine-learning-assisted classification. Second, 
honeypot research has moved from static decoys toward dynamic configuration, service switching and adaptive 
behaviour. Third, digital twins have emerged as high-fidelity virtual representations that can support cybersecurity 
analysis and simulation. Fourth, researchers are combining honeypots and digital twins so that the deception environment 
itself can become more realistic and adaptive. Fifth, recent work is beginning to close the loop using reinforcement 
learning, game theory, distributed intelligence, zero-shot learning and explainable AI. 
 
Despite this progression, the layers are not yet consistently integrated. Detection papers often stop at classification. 
Honeypot papers often start after an attacker has already reached a decoy. Digital-twin papers frequently concentrate on 
cyber-physical systems or smart-city applications. AI-driven deception papers provide powerful adaptation but can 
introduce significant model complexity, training requirements and explainability concerns. Consequently, the literature 
is rich in individual mechanisms but comparatively sparse in lightweight, end-to-end architectures that make every 
transition explicit. 
 
A useful way to interpret the literature is as a defence pipeline: Detection → Decision → Redirection → Observation → 
Escalation → Learning. Suricata and hybrid IDS research address Detection. Policy engines and adaptive decision-
making research address Decision. Honeypots and dynamic redirection address Redirection. Containerized honeypots 
and behavioural logging address Observation. Digital twins and TwinPot-like systems address Escalation. Recent AI, 
federated-distillation and behavioural-analysis research address Learning. The major research opportunity is to connect 
these stages while preserving isolation and making the control logic auditable. 
 

IV. RESEARCH GAP 

 

1. Lack of end-to-end integration 

Most recent systems optimize one or two layers rather than the entire chain. Detection, deception and digital-twin research 
frequently exist as separate components. A unified architecture that explicitly connects network detection to policy 
evaluation, honeypot redirection, behaviour monitoring and digital-twin escalation remains relatively uncommon. 
2. Weak coupling between IDS evidence and deception decisions 

Suricata can generate rich alert information, but an alert is not automatically equivalent to a safe redirection decision. A 
policy layer can provide an auditable boundary between evidence and action by combining alert type, source, destination, 
frequency, severity and behavioural context into a deterministic threat score or decision. 
3. Limited use of policy-as-code for live deception orchestration 

Open Policy Agent is widely used for policy-as-code and provides declarative Rego-based decision-making, but its use 
as a live cyber-deception orchestration layer is much less represented in the reviewed literature than its use in cloud-
native governance. This creates an opportunity for a policy-driven architecture in which deception rules are versioned, 
testable and independently adjustable. 
4. Honeypot fingerprinting and static behaviour 

Recent surveys and dynamic-honeypot research consistently show that static decoys are vulnerable to fingerprinting. The 
challenge is not merely to create a fake server but to maintain believable service, network and behavioural characteristics 
throughout the attack session. 
5. Lack of deception continuity after honeypot compromise 

A conventional honeypot is itself a security boundary. If the attacker escapes or compromises the decoy, the defender 
needs a controlled next step. The reviewed literature contains digital-twin and distributed-deception approaches, but a 
simple and explicit rule of 'honeypot compromised → fresh isolated deceptive environment' is not yet a standard 
architecture. 
6. Domain-specific validation 

Many strong recent studies are validated in smart ports, IoT, smart traffic, industrial OT or CPS environments. These 
studies provide valuable methods but also make it difficult to determine whether the same architecture can be deployed 
in a general enterprise network without substantial domain engineering. 
7. Complexity versus practicality 

The latest AI-driven systems combine multiple deep-learning and optimization techniques. Such systems may be 
powerful, but academic prototypes also need deterministic behaviour, resource efficiency, explainability and 
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straightforward deployment. A layered architecture can reserve advanced AI for adaptation while keeping the safety-
critical routing decision simple and auditable. 
 

Implications for an Adaptive Threat-Deception Architecture. 

The literature supports a layered architecture in which each technology has a distinct responsibility. Suricata is 
appropriate for network-level inspection because it can provide structured alerts and network-security telemetry. A policy 
engine can then evaluate that evidence instead of hard-coding response logic inside the IDS. This separation makes the 
system easier to test and modify. 
 
The policy stage should not be treated as an arbitrary 'AI score'. A practical design can define explicit Rego rules using 
observable features such as alert signature, protocol, source reputation, repeated attempts, authentication failures, exploit 
category and recent session behaviour. The policy decision can produce a structured result such as benign, suspicious, 
confirmed attack, or escalate. This makes the transition from detection to deception explainable and auditable. 
 
The Guardian Honeypot should be isolated at the network and compute layers. The reviewed literature strongly supports 
containerization and segmented deployment for repeatability and observability. Every attacker action should be logged 
centrally and correlated with the original IDS alert so that the system can reconstruct the complete incident timeline. 
 
Digital-twin escalation should be treated as a second deception boundary rather than merely another monitoring 
dashboard. If the first honeypot shows evidence of compromise, the system can terminate or quarantine that session and 
instantiate a fresh, session-specific deceptive environment with altered fingerprints and synthetic state. This directly 
addresses the continuity problem identified across the literature. 
 
Finally, the system should preserve the distinction between 'real production assets' and 'deception assets'. No research 
result justifies allowing an attacker to reach a real server for the sake of realism. Realism should be produced through 
emulation, synthetic data, controlled replicas and stateful behaviour. The production server should remain isolated and 
hidden throughout the experiment. 
 

V. FUTURE RESEARCH DIRECTIONS 

 
• Adaptive fingerprint rotation: combine service emulation with controlled changes in banners, ports, filesystem 
contents, timing and application responses to reduce honeypot fingerprintability. 
• Policy learning with deterministic guardrails: use machine learning to recommend policy changes while retaining 
deterministic Rego rules for safety-critical routing decisions. 
• Session-specific digital twins: generate a fresh twin per attacker session with synthetic credentials, files, services and 
network relationships so that compromise of one decoy does not expose another. 
• Cross-layer correlation: combine Suricata alerts, OPA decisions, honeypot commands, process events, authentication 
logs and network flows into a single incident timeline. 
• Behavioural intelligence: map observed commands and actions to ATT&CK techniques or other threat-intelligence 
structures to improve incident interpretation and future policy updates. 
• Real-world evaluation: benchmark detection latency, false-positive rate, redirection latency, honeypot engagement 
time, fingerprint resistance, resource usage and twin-activation time under controlled attacks. 
• Safety and isolation verification: formally test that no attack path from the deception environment can reach the 
production server, management plane or sensitive credentials. 
• Explainable adaptation: every adaptive action should record why the system changed its deception state, which 
evidence triggered the change and what safety condition permitted the action. 
• Scalable deployment: investigate container orchestration, network virtualization and distributed deception so that 
multiple honeypots can be created without excessive operational cost. 
• Human-in-the-loop operation: provide analysts with a dashboard that shows the attack chain, threat score, policy 
decision, current deception layer and recommended next action without requiring them to inspect multiple log sources 
manually. 
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VI. CONCLUSION 

 
Recent research from 2022 to 2026 shows that cyber deception is moving beyond the static honeypot model. Machine-
learning-enhanced IDS research improves the ability to identify suspicious traffic; dynamic honeypot research improves 
the credibility and adaptability of decoys; digital-twin research provides richer virtual representations for analysis and 
simulation; and the newest AI-driven frameworks attempt to close the loop between observation and adaptive response. 
The literature therefore strongly supports the idea that effective deception should be adaptive, behaviour-aware and 
continuously evaluated rather than fixed. 
 
At the same time, the review identifies a practical gap between these research directions. Many systems are specialized 
for IoT, smart ports, industrial OT, smart traffic or cyber-physical environments. Others focus mainly on one layer, such 
as IDS classification or honeypot adaptation. The most promising direction is therefore not necessarily to build a more 
complicated individual component, but to connect proven components with clear interfaces and safety boundaries. 
 
A layered architecture based on Suricata for detection, OPA/Rego for explicit policy decisions, an isolated Guardian 
Honeypot for initial engagement, behavioural logging for intelligence, and a Digital Twin for post-compromise deception 
is consistent with the trajectory of recent research while addressing a combination that is still insufficiently integrated. 
The strongest contribution of such an architecture would be the controlled transition between layers: detect the attack, 
evaluate it, redirect it, observe it, detect compromise of the deception layer, and continue the engagement in a fresh virtual 
environment without exposing the production server. 
 
Future work should focus on rigorous experimental validation rather than only architectural claims. In particular, the 
proposed approach should be evaluated against honeypot fingerprinting, false positives, redirection latency, attacker 
engagement, resource consumption, compromise detection and isolation failure. If these properties are demonstrated 
under repeatable attack scenarios, the combination of detection, policy-as-code and multi-layer deception can provide a 
practical bridge between conventional IDS/IPS and fully autonomous AI-driven cyber defence. 
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